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(Or, Training Beyond Pretraining)



Administrivia

• Reminder: HW1 is due tonight at 11:59pm! 

• HW2 has been released! This will be due Oct. 15



Review: Training Transformers

So we now have our nearly optimally trained Transformer. Let’s ask it some questions:

Hmm, not great. The model is acting like it was the one that posed the question!

How can we get models to be better at specific tasks?



Using an LM for a Specific Task

• We’ve seen examples of prompting LMs to do a specific task 

• Pros: Fast iteration, easy to implement 

• Cons: Often doesn’t perform well, very finicky 

• It’s common to instead update the model’s parameters for specific task 

• This is called fine-tuning 



Fine-tuning

Unlike prompting, fine-tuning entails performing 
updates to the model’s parameters to make it 
better at a specific task.



Fine-tuning

We start with our pretrained model, and then update it for a specific task or 
domain.

My

friend

friend Adam went

Adam went to

to

Chile

Language Model

Stage 1: Pretrain Stage 2: Fine-tune

The movie wasn’t great .

Negative

Language Model



Fine-tuning

When was Boston founded ?

Language Model

September 7 1630,

It’s similar to pre-training, except we only compute losses on the response. We 
want models to learn how to do a task without forgetting general language 
modeling.

Prompt Response



Same cross-entropy loss 
from before—just new data!

Defining Fine-tuning

Given a batch of examples :  from our dataset , we want to 
take our pretrained model’s parameters , and update them via gradient descent 
to reduce the loss:

b {(x1, y1), (x2, y2), …} D
θp

θi = θi−1 − α∇θ𝔼b[−log pθ(yi |xi)]

θ0 = θp

So the main thing separating pre-training from fine-tuning is the data: pre-training 
is general, fine-tuning is (usually) task-specific.



Why fine-tune at all?

Prompting only works well 
when you have huge models 
that probably won’t fit on any 
GPU you could keep at home.

(As you’ll see in HW2, though, post-
training helps smaller models a lot!)



The Language Model Ecosystem

There are tons of great models out 
there that you can download and 
fine-tune yourself! 

+ Total control over your data 
+ Can often get performance 
almost as good as proprietary 
models 
 
- Your fine-tuned model will be 
more task-/domain-specific 
- More and more SOTA results 
come from prompting proprietary 
models these days



The Performance of Fine-tuning

You can usually get comparable or better results by fine-tuning a smaller model on 
a large dataset than prompting a larger model. (Note: this is becoming less true by 
the day.)

[Brown et al., 2020]



Why does fine-tuning work?

Why does this work? In theory, it shouldn’t matter whether we start at  or with 
some random initialization .

θp
θ0 ∼ N

θi = θi−1 − α∇θ𝔼b[−log pθ(yi |xi)]

θ0 = θp

1. Pretraining teaches the model non-trivial concepts that it couldn’t have 
learned from scratch from a more narrow distribution. 

2. During fine-tuning, we don’t stray too far from .θp



Parameter-efficient Fine-tuning

• There are a lot of ways to not stray too far 
from the pretraining parameters: 

• Small learning rate during fine-tuning 

• Fine-tune only a subset of the parameters 

• Regularization terms 

• There are a lot of parameter-efficient fine-
tuning methods that aim only to change the 
most important parameters. Full fine-tuning Parameter-efficient 

fine-tuning



Low-rank Adaptation (LoRA)

• Introduce a learnable low-rank matrix as an update to the pretrained parameters: 

• This allows the parameters to change along a small number of directions. 

• The above is a rank-1 example. Here’s the generalization to rank- : 

• We minimize the loss by learning  and :

k

u v

Hu et al., 2021

θ1 = θp + uv⊤ u ∈ ℝd v ∈ ℝd

θ1 = θp +
k

∑
j=1

u( j)v( j)⊤

min
u1,v1,…,uk,vk

𝔼(x,y)∼D[L(x, y)]

Like the above procedure 
applied k times!



Low-rank Adaptation (LoRA)

We can use matrices of size  and 
 to get: 

                     

+ Don’t need gradients for most parameters: 
way lower memory usage 

+ Doesn’t add any time during inference 

+ Modular: can swap out different LoRAs for 
different tasks/domains 

- Quite a few more hyperparameters to fiddle 
with

A ∈ ℝd×r

B ∈ ℝr×d

h = xW + xAB

[Hu et al., 2021]

❄ Frozen

🔥 Learned

🔥 Learned



Implementing LoRA
input_dim = 768 
output_dim = 768 
rank = 8 

W = . . .     # depends on pretrained model shape 

W_A = nn.Parameter(torch.empty(input_dim, rank)) 
W_B = nn.Parameter(torch.empty(rank, output_dim)) 

nn.init.kaiming_uniform_(W_A, a=math.sqrt(5)) 
nn.init.zeros_(W_B) 

def regular_forward_matmul(x, W): 
h = x @ W 
return h 

 
def lora_forward_matmul(x, W, W_A, W_B): 

h = x @ W 
h += x @ (W_A @ W_B) * alpha 
return h

h = xW + α ⋅ xAB

Controls strength of LoRA update



LoRA in Practice

FT = fine-tune 
all parameters

LoRA performs just as 
well as full fine-tuning 
on a few NLP tasks.

LoRA gives better 
performance at the 
same number of 
trainable parameters.



Regularization

We can add a regularizer to prevent the fine-tuned model from diverging too much 
from the pretrained model:

R = KL(pθp
( ⋅ |x<t)∥pθi

( ⋅ |x<t))
 distance: how much have 

the parameters moved?
L2

R = ∥θp − θi∥2

KL divergence: how much do the 
pretrained model and fine-tuned 
models’ probability distributions 
differ?

KL(p∥q) = ∑ p(x) ⋅ (log(
p(x)
q(x)

))



Regularization

We can add a regularizer to prevent the fine-tuned model from diverging too much 
from the pretrained model:

R = KL(pθp
( ⋅ |x<t)∥pθi

( ⋅ |x<t))
 distance: how much have 

the parameters moved?
L2

R = ∥θp − θi∥2

KL divergence: how much do the 
pretrained model and fine-tuned 
models’ probability distributions 
differ?

L = 𝔼b[−log pθi
(yt |x<t)] + 𝔼b[KL(pθp

( ⋅ |x<t)∥pθi
( ⋅ |x<t))]

cross-entropy regularization term



The KL Divergence
KL(p∥q) = ∑ p(x) ⋅ (log( p(x)

q(x) ))

Intuition: how much information is lost when trying to approximate  with ?p q
KL Divergence is not symmetric! KL(p∥q) ≠ KL(q∥p)



Knowledge Distillation

• KL divergence has some cool applications, such as knowledge distillation. 

• We train a smaller model (the student model) to approximate the output distribution of a 
(frozen) better language model (the teacher model) by minimizing the student’s KL from 
the larger model’s output distribution on a given token: 

• Prior work had simply trained the student on the teacher’s output text, but we’ve since 
learned that a lot of LM knowledge is not verbalized.

y1 y2 y3

Teacher Model
x1 x2 x3

Student Model
x1 x2 x3

y1 y2 y3
L = λKL(yteacher,i∥ystudent,i)

+(1 − λ)LCE(xi, yi)



Continued Pre-training

Much like fine-tuning, but for a specific domain, not a specific task. 

Here, the data is usually unlabeled. Given our pretrained model’s parameters , 
we’re just doing language modeling on a specific domain, like medical texts.

θp

θi = θi−1 − α∇θ𝔼b[−log pθ(yi |xi)]

θ0 = θp

Here,  is the correct next token given context , rather than a class label.y x



[Gururangan et al., 2020]



General-purpose Fine-tuning?

• Is there a way to fine-tune such that the model gets better at pretty much 
everything? 

• How can we teach language models to follow instructions more closely?



Instruction Tuning [Sanh et al., 2021]



Flan
1800 tasks!

Chung et al. [2022] train 
a model called Flan-PaLM: 
540B parameters

Flan-PaLM is pre-trained 
first, then fine-tuned on 
the many tasks in Flan



Flan-PaLM

Performance on MMLU [Hendrycks et al., 2020]: 57 multiple-choice exam 
subjects



Flan



Self-Instruct/Alpaca

We can have a bigger LM generate instruction-following data for 
instruction-tuning smaller LMs (Alpaca) or itself (Self-Instruct).



Self-Instruct/Alpaca



Instruction Tuning Data in the Wild

• We can extract instruction-following data 
from the web 

• (We use LLMs to reformat it.) 

• We can generate user prompts using an 
LLM, have the model respond, filter them, 
and then train on that

[Yue et al., 2024]

[Xu et al., 2024]



Tülu



Case Study: OLMo 3
Pretraining

Trained on Dolma 3, a 6T-token dataset.

Mostly web text with some academic papers and math thrown in.



Case Study: OLMo 3

• Models like OLMo 3 do a secondary pre-training step called midtraining 

• This is like pretraining, but on smaller high-quality curated data (here, 100B 
tokens)

Midtraining



Midtraining: Data Filtering

• OLMo 3 uses an iterative data selection and evaluation loop 

• Domain-/task-specific filtering 

• Small-scale continued pre-training/evaluation 

• Adjust filters/data mixture 

• Repeat



What is midtraining actually teaching the model?

• Is midtraining just teaching to the test? 

• When is midtraining expected to help 
in-domain performance, or to make the 
model forget its pretraining data? 

• How does it compare to continued 
pre-training? 

• Midtraining appears to act as a bridge from the pretraining data to specialized domain 
data 

• Helps reduce catastrophic forgetting 

• Most gains on distant domains from the pretraining corpus

[Liu et al., 2026]



Case Study: OLMo 3

• Use data that require following document across many tokens 

• Mostly scientific documents and synthetically generated text 

• Uses RoPE with YaRN to handle longer contexts than were seen during 
pretraining (see RoPE lecture)

Long Context

This is our base model!



Midtraining helps quite a bit!

Long-context data does not 
affect general eval scores much…

…but it does put OLMo 3 on par with other 
models w.r.t. long-context reasoning!



From Base to Instruction-following Models

• OLMo 3 comes in many variants! The base model isn’t useful for chatting, but there are 
many variants that are: 

• We’ve seen in this lecture what Instruct SFT looks like. More on the rest of this pipeline 
in the next few lectures!



Takeaways

• Fine-tuning and midtraining involve applying the same objective as pretraining on a much 
narrower data distribution. 

• We ensure that fine-tuning doesn’t stray too far from the pretraining parameters using 
either regularization or low-rank methods. 

• Multi-task fine-tuning and instruction tuning aim to make language models more like 
general-purpose chat assistants. 

• Modern pipelines use midtraining as a bridge between the pretraining and fine-tuning 
distributions. 


