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Administrivia

• HW2 is due tonight at 11:59pm! 

• Quiz 2 will be next Tuesday, Oct. 20 

• Not cumulative 

• Very similar format to quiz 1 

• Topics: reinforcement learning; GRPO; Dr. GRPO; PPO; DPO; RLHF; RLVR; instruction 
fine-tuning; common post-training pipelines (e.g., Olmo 3’s recipe); tools and tool 
calling; harnesses; reward hacking/misspecification 

• Will only give questions that require deeper mathematical reasoning/
computational work for things you’ve seen on the homework, like (Dr.) GRPO/
RLVR/REINFORCE



Reminder: Agents
We’ve now seen examples of a few types of agents:

Coding Scientific Conversational



Long Contexts

Huggingface Transformers repo: ≈5 – 15M tokens 100 web pages: ≈100K – 1M tokens



Effective Context

• Just because a model has a long context window does not mean it can effectively 
leverage all of that context 

• Effective context: how much context the model can reliably use for a particular 
task 

• Long inputs and long outputs impose different demands: 

• Finding evidence in a document 

• Maintaining correctness and coherence throughout long-form generation



Getting LMs to Handle Long Contexts

1. (Post-)Training data and methods for long contexts 
 
 

2. Model architectures for long contexts 
 
 

3. Evaluation



When to train for long contexts?

Pre-training Post-training



When to train for long contexts?

• Train on short contexts first 

• Expand to longer contexts later during pre-training 

• Post-train the model to handle problems requiring reasoning over long contexts

Why? Harder to learn; it helps to 
have a good initialization first



Long-context Training

• The usual long-context training recipe is something like this: 

• Perform continued pre-training on long-context data 

• Mix of real and synthetic data 

• Adjust the positional embeddings to handle longer contexts 

• Perform post-training 

• Allow models to generate lots of thinking tokens during RLVR



Long-context Training Data

Usually consists mostly of scientific article PDFs, code, and/or 
some synthetic data.

Olmo 3 uses a mix of 66% shorter-context data, 33% long-context 
data during the long-context training part of the pipeline.



Synthetic Long-context Training Data

• Synthetic data is usually in an instruction style, 
rather than narrative (as in natural text) 

• Tasks include fill-in-the-middle, summarization, 
question answering, among others

Summarization

Fill-in-the-middle

<context> 
<missing part> 
<context> 
 
Q: Fill in the missing part



8K 64K

This gets us to a much longer context window size. But we’re not finished yet!

To go even further, we’ll need to change parts of the model itself.



Review: Rotary Position Embedding (RoPE)
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Rotate each  by , where  depends on the vector index and the 
dimensionality of the embeddings 
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After training with RoPE, we can later adjust the hyperparameters to support 
long contexts.



Yet another RoPE extensioN method (YaRN)

• What if we’d like to extend the size of the context window after training? 

• If RoPE is trained with encodings up to context window length , you can expand to 
 via: 

• At index , we can define a notion of “wavelength”, which is how many tokens are 
needed to do a full rotation: 

• When  is small, don’t use position interpolation; if large, use it 

• We can also introduce temperature  on attention to further rescale it
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YaRN

• We can also introduce temperature  on attention to further rescale it. Why? 

• Problem: longer sequences mean more attention keys, which means attention 
weights will be more diffuse 

• Fix: scale attention 
scores by temperature 
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Long-context Post-training Data

• Agentic RL post-training naturally gives LMs opportunities to learn how to 
process longer contexts more effectively 

• Extremely compute-intensive 

• Data is hard to collect. 
Most still use synthetic data



Long-context Post-training Setups

• How can we design agentic systems that allow LMs to interact with context? 

• One idea: memory systems

[Yu et al., 2026]



Q: The director of the romantic comedy ‘Big Stone Gap’ is based in what New York city?







Long-context Post-training Setups

Propagate the reward 
at the end of last 
conversation 
through all previous 
conversations

[Yu et al., 2026]



Long-context Post-training Setups
• How can we design 

agentic systems that allow 
LMs to interact with 
context? 

• Coding environments



Long-context Post-training Setups

• How can we design agentic systems that allow LMs to interact with context? 

• General coding agents



Long-context reasoning is highly expensive.

• Recall that FLOPs and (in naive implementations) memory for self-attention scale 
quadratically with context window size 

• (FlashAttention can take care of quadratic memory dependencies.)



Efficient Architectures

• Some have proposed variants of self-attention that scale linearly w.r.t. context length 

• The Longformer architecture uses dilated sliding window or global + sliding window 
attention (depending on the task)

Longformer
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Efficient Architectures

Current models like Qwen3.5 and Olmo 3 interleave layers of full attention and 
layers of linear attention

Linear

Linear

Linear

Linear

Linear

Linear

Full

Full

3:1 ratio of linear 
to full attention
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Evaluation
RULER



Evaluation
RULER



Evaluation
HELMET

Early document: “The launch is scheduled for May 10.”
Later document: “Security approval is required before launch.”
Final document: “Security approval is delayed until May 17.”

Retrieval: What was the original launch date?
Integration: Can the project launch on May 10 under these requirements?

Updating: Which earlier plan needs revision?

Synthesis: Summarize the launch constraints and unresolved decisions.



Evaluation
HELMET



Long-context Decay

• There is a notion of long-context decay: the degradation of model performance 
as its context grows, even when everything fits in its context window 

• This is an umbrella term for many things: 

• Position sensitivity 

• Distractor interference 

• Conversational/turn-taking degradation



Needle-in-a-haystack Tasks

• The goal is to find the answer 
in otherwise unrelated text 

• Usually some direct signal as to what 
to retrieve: answer has high lexical 
overlap with question here, for example



LLMs get “lost in the middle.”

• Multi-document QA. Like needle-in-a-haystack, but with some related and some unrelated 
texts 

• We can control the position of relevant information and the total length of the input



LLMs get “lost in the middle.”

We see a “lost in the middle” phenomenon: performance is highest when relevant 
info appears near the beginning or end of the context



Multi-turn Conversation



Multi-turn Conversation



Managing Context in an Agent

Strategy Pros Cons

Retrieve relevant passages Reduces unnecessary 
context

Misses necessary 
evidence

Summarize older history Preserves a compact 
record

Loses details, 
preserves mistakes

Maintain a task state Tracks constraints 
and decisions

State can become 
stale or incorrect

Start a fresh context with 
some handoff procedure

Removes built-up 
conversational info

Can omit important 
dependencies



Takeaways

• Getting models to handle long contexts requires specialized data and (post-)training 

• One can modify elements of the Transformer to make context scaling more efficient 

• Performance can depend on many factors, including position, distractors, 
interaction history, etc. 

• We need diverse evaluations! Not enough to just evaluate retrieval 

• Agents need to manage their contexts effectively. Each strategy has trade-offs


